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In-Network Data Aggregation Tree for
Delay-Sensitive Server-Centric Datacenters

Hsiang-Hung Liu, Cheng-Lung Peng and Cheng-Fu Chou

Abstract—Online and deadline-aware applications such as web search, advertisements, and social networking have driven
the proliferation of data centers over the past few years. Such applications usually employ the partition/aggregation pattern to
process the huge amount of data in a distributed way; that is, they often generate some (or many) rounds of data shuffle phases
during the data processing. Hence, one important and challenging issue for data center networks is how to minimize the total
amount of bandwidth consumption and to effectively process data in a timely fashion. Data aggregation is used to cope with
the above issue; nevertheless, existing works on data aggregation do not consider deadline constraints in data centers. In this
work, we jointly consider in-network data aggregation and the characteristics of the data centers to meet dataflow deadlines and
reduce bandwidth consumption. That is, we exploit properties of server-centric data centers (SDC) in choosing suitable loop-free
paths for performing the in-network data aggregations to meet the end-to-end requirements of application flows. The results
show that our SDC aggregation-tree algorithm achieves less bandwidth consumption (up to 18.5% reductions in bandwidth) and
lower delay than existing approaches.

Index Terms—Datacenters, in-network data aggregation, delay-sensitive, server-centric

F

1 INTRODUCTION

L ARGE companies such as Google, Yahoo! and Face-
book daily process large amounts of data due to the

rapid emergence of online and deadline-aware services
which have driven the proliferation of data centers over
the past few years. Web search, advertisements, and social
networking are well-known examples of such applications,
which typically employ the partition/aggregation pattern.
This pattern is followed by applications like MapReduce
which was proposed by Google. A large data set is dis-
tributed and processed over many servers which generate
intermediate results, and the final result is generated by a
single server which performs aggregation (e.g., in a top-k
job). Nonetheless, how much data are we discussing? For
example, Google’s daily MapReduce data load grew from
about 100 TB in August 2004 to over 10 PB (1 PB = 1
thousand TB) in September 2007. For its part, Facebook in
2009 handled 2.5 PB of user data [1] and 15 TB new data
per day.

Data can be reduced in a shuffle phase if reduce functions
allow the aggregation of intermediate results at a server.
According to [2], for Google jobs in September 2007,
the map output size was 34.774 PB, the resulting final
output size of which was 14.018 PB – only 40.3% of
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the intermediate results. Moreover, in jobs analysed in [3],
for Facebook the final output size was only 5.4% of the
intermediate results in 81.7% of the jobs, and for Yahoo!
the final output size was 8.2% of the intermediate results
in 90.5% of the jobs. Hence there are opportunities to
aggregate intermediate results during shuffle phases and to
reduce significant amounts of traffic.

Camdoop [4] performs in-network data aggregation to
reduce bandwidth consumption. Nevertheless, it does not
consider the delay of online services, and cannot be applied
to recently proposed data center network architectures:
we are concerned about these two issues. First, these
applications are not only online but also deadline-aware.
Latency targets for individual tasks within data center
applications in the workflow have implications for traffic
in data centers. Targets varying from 10 ms to 100 ms are
common [5], and if they are not completed before their
deadline, these tasks are useless to affect the final results
[6]. Consequently, in these online services, low-latency
requirements have noticeable effects on the quality of the
final results. Secondly, traditional network infrastructures
like the tree-based structure do not support high network
traffic in such online and deadline-aware services. This calls
for high-performance data centers that meet the following
requirements: (1) high-interconnection bandwidth, i.e., mul-
tiple paths between servers, (2) low-cost interconnection
structure, i.e., use of commodity mini-switches only, and (3)
high server ratio, to provide more aggregation opportunities
in the shuffle phase. Server-centric network architectures
such as BCube [7] and MDCube [8] have been proposed
to meet these requirements.

Our goal here is to minimize the network traffic or the
bandwidth consumption through in-network data aggrega-
tion in a shuffle phase while minimizing the latency of each
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(a) An instance of the directed Steiner tree prob-
lem.

(b) A solution without deadline constraints. (c) A solution with deadline constraints.

Fig. 1. The effect of deadline constraints for the directed Steiner tree problem.

flow so that these flows can meet their deadlines. The con-
tributions of this paper are summarized as below. We first
formulate this NP-hard problem as an integer programming
problem. The constraints are divided into three subsets to
facilitate formulation of the problem. We then propose a
two-step aggregation-tree algorithm for server-centric data
centers (SDC) to minimize bandwidth consumption while
maintaining acceptable end-to-end delays for each flow.
SDC aggregation-tree also works efficiently at preventing
formation of looping paths. Finally, we conduct an evalua-
tion to our SDC aggregation-tree algorithm with more than
4000 servers for such online and deadline-aware services.
We obtain optimal solutions for small-scale instances to
measure reductions in bandwidth consumption. We also
show that the bandwidth consumption can be reduced by
about 18.5% while maintaining end-to-end delays that are
lower than other algorithms under comparison.

In Section 2 we introduce the background, after which we
formally define the optimization problem in Section 3. In
Section 4, we present our SDC aggregation-tree algorithm,
which we evaluate in Section 5. We conclude in Section 6.

2 BACKGROUND

Multicast routing plays an important role in the problem
of delay-sensitive data aggregation. In fact, the problem
is similar to the directed Steiner tree problem without
deadline constraints; we present an instance which shows
the difference with deadline constraints. Fig. 1(a) illustrates
the directed Steiner tree problem: given a directed graph
G = (V,E), a root node r ∈ V , and a set of terminals
T ⊆ V , find the minimum-cost directed tree rooted at
r that contains all the terminals and any subset of the
other vertices. In other words, there is a path between
the root and each terminal in the directed tree. For the
solution illustrated in Fig. 1(b), the minimum bandwidth
consumption is 7 units if a thick arrow represents a unit
of data, and the longest path is 5 ms if a unit of data
transferred between servers is one millisecond. After adding
a 4.5 ms deadline constraint, we find the solution illustrated
in Fig. 1(c). The minimum bandwidth consumption is one
more than the solution without deadline constraints, and
the longest path is only 4 ms, which meets the deadline

constraint. Our problem is finding the directed reverse tree
illustrated in Fig. 2; that is to say, each terminal changes
into a sender, and the root turns into the receiver.

To this end, we conduct a survey of the various protocols
for the Steiner tree problem in data center networks and
sensor networks. In wired environments, a popular approach
is the shortest path multicast tree, which guarantees that
the path between a sender and a receiver is a shortest
path. Many multicast routing protocols have been proposed
recently in sensor networks and MANET (Mobile Ad-hoc
NETwork); these can be classified in two groups: next-
hop selection [10]. The hierarchical geographic multicast
routing protocol (HGMR) [10] divides the area into d2

cells represented by one AP, and the protocol improve
forwarding efficiency. In conclusion, no delay-sensitive
data-aggregation algorithm for server-centric data centers
has been proposed. We seek to devise an algorithm that
meets these requirements.

Fig. 2. Our solution for the instance in Fig. 1(a).

3 FORMULATION
Here we formulate the optimization problem on bandwidth
consumption as an integer program. We describe the con-
straints and divide them into three subsets. We also briefly
define the assumptions and notations for the problem.

3.1 Notation
An overview of the notation used in this paper is given in
Table 1. Let G = (V,E) be a data center network where V
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TABLE 1
Notation used in this paper.

Notation Description
G,V,E Data center network G = (V,E)
S, t,N Set of senders, target server (receiver),

N = |S|
H,W Set of host servers, set of switches
Ti,j Duration from i to j
dk Deadline of application k
ri,j Size of bandwidth consumption from i to j
xi,j Binary variable indicating whether edge

(i, j) is chosen
fs
i,j Flow size of edge (i, j) from sender s
bi,j Available bandwidth from i to j

represents a set of nodes, which is composed of the set of
host servers H and the set of switches W . Edge (i, j) ∈ E
indicates a direct link from node i to node j. The available
bandwidth on each link (i, j) ∈ E is bi,j . There are N
senders in the data center network, and each has the same
destination t with deadline d. We assume that each sender
has the same flow size g. A problem instance is given in
Fig. 3 to illustrate the main notation in this paper.

(a) The topology.

(b) Variable fs
i,j .

(c) Variable ri,j .

Fig. 3. A problem instance.

Consider that there are seven servers and two switches

in a network, as illustrated in Fig. 3(a). Servers s1 and s2
are the senders, and server s7 is the receiver. There is a
path (s1 → w1 → s4 → w2 → s7) from server s1 to the
receiver, and another path (s2 → w1 → s4 → w2 → s7)
from server s2 to the receiver is given. Below, we introduce
the three variables fs

i,j , ri,j , and qsi,j . First, as shown in
Fig. 3(b), we denote as fs

i,j the flow size of edge (i, j) from
sender s. Assume the flow size for each sender is 100 KB.
In other words, fs1

s1,w1, fs1
w1,s4, fs1

s4,w2 and fs1
w2,s7 are equal

to 100 KB, and fs2
s2,w1, fs2

w1,s4, fs2
s4,w2 and fs2

w2,s7 are also
100 KB. Second, ri,j denotes the amount of bandwidth
consumption from i to j in Fig. 3(c). In this instance,
rw1,s4 is equal to 200 KB because there are two flows from
servers s1 and s2 passing through switch w1 which have not
been aggregated. After both flows pass through server s4,
it aggregates the data in flows to a smaller one to reduce
bandwidth consumption. We assume that there is only a
block g after aggregation, so rs4,w2 is equal to 100 KB.
Moreover, rs1,w1 and rs2,w1 are 100 KB, and rw2,s7 is also
equal to 100 KB because the data was aggregated at server
s4. For example, if there are two flows on link (i, j), we
assume that each flow s uses half of the available bandwidth
on this link, so the transmission delay for both flows on this
link is twice as much as when only a block passes through
the link.

Using this notation, we divide the constraints into three
subsets. First of all, we use variable fs

i,j to define the flow
constraints as in the directed Steiner tree problem. After
that, we use variable ri,j to define the aggregation con-
straints, and thus each ri,j is associated with a reasonable
cost because only servers perform data aggregation. We
use this also to define the objective function to minimize
bandwidth consumption.

3.2 Formulation of the Optimization Problem
In a data center network, we are concerned with freeing up
resources. Once bandwidth consumption is reduced, other
applications can use the resource if necessary; furthermore,
a flow is useful if and only if it meets its deadline. We
consider the energy of server k (ERk) that is spent on
reading the data from the network (ERunit

read), aggregate it (
ERunit

agg. ), and then send the aggregated results into the next
hop (ERunit

send), where the aggregation ratio is denoted by
αi,k.

∑
k∈H

ERk = ERunit
read

∑
(i,k)∈E

ri,k + ERunit
agg.

αi,k

∑
(i,k)∈E

ri,k


+ERunit

send

αi,k

∑
(i,k)∈E

ri,k

 ,∀i ∈ W

=
(
ERunit

read + αi,k(ERunit
agg. + ERunit

send)
) ∑

(i,k)∈E

ri,k,

∀i ∈ W
(1)

We assume that the data have been organized into units
as blocks. The energy consumption is directly proportional
to the bandwidth consumption. Therefore, the more data
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aggregations are performed, the more data are included in
the blocks. This reduces the time and energy expenses of
aggregation. In other words,

min
∑
k∈H

ERk implies min
∑

(i,j)∈E

ri,j (2)

The goal is to find a subtree that contains a directed path
between each sender and the target server. The problem is
formally defined as

min
∑

(i,j)∈E

ri,j (3)

subject to

1) Data transmitted from each host server is a block, and
therefore constraint (4) limits the data transmitted to
one of its neighbors. xi,j = {0, 1} denotes a binary
variable indicating whether edge (i, j) is chosen.∑

∀j∈V

xi,j ≤ 1, ∀i ∈ V (4)

2) Flow constraints: in constraints (5a) to (5b), we
formulate the flow constraints as in the directed
Steiner tree problem. Constraint (5a) indicates that
flow size on any edge is less than or equal to available
bandwidth. Constraint (5b) indicates that the total
outflow is equal to the total inflow for i is neither
sender nor receiver.

fs
i,j ≥ bi,j , ∀(i, j) ∈ E (5a)

∑
∀j∈V

fs
i,j +

∑
∀j∈V

fs
j,i = 0, ∀s ∈ S (5b)

3) Aggregation constraints: in constraints (6a) and (6c),
we formulate the aggregation constraints such that
every ri,j is associated with a reasonable value.
Constraint (6a) indicates the size relationship among
variables fs

i,j , ri,j and bi,j . After that, constraint (6b)
is for all switches. We need only ensure that the total
size of data inflow is equal to the total size of data
outflow because a switch receives packets only from
devices that are connected to it and then transmits
packets only to the device for which the packet was
meant. These aggregation constraints guarantee that
only servers perform data aggregation in data center
networks.
In constraint (6c), for all host servers, the total inward
bandwidth consumption from switches is less than or
equal to the outward bandwidth consumption after
aggregation. The ratio of total outward bandwidth
to total inward bandwidth is αi,k. The ratio αi,k

converges to a theoretical limited compression ratio
α.

0 ≤ fs
i,j ≤ ri,j ≤ bi,j , ∀(i, j) ∈ E (6a)

ri,j ≥ fs
i,j , ∀s ∈ H, ∀(i, j) ∈ E (6b)

∑
∀(k,j)∈E

rk,j∑
∀(i,k)∈E

ri,k
≤ αi,k ≤ 1, ∀k ∈ H, ∀i, j ∈ W (6c)

4) Deadline constraints: in constraint (7), we formulate
the deadline constraints such that the total time from
every sender s to receiver t meets the deadline dk.

Ts,t ≤ dk,∀s ∈ S (7)

This problem is NP-hard because the directed Steiner tree
problem, itself known to be NP-hard, is a special case of
our problem without deadline and switches. We implement
the IP formulation (3) and solve it with IBM ILOG CPLEX.
The running time using the solver ranges from minutes to
months; this is too long to be practical. Consequently, our
interest is in finding a heuristic solution. However, to obtain
a lower bound for bandwidth consumption, we evaluated
our algorithm for small-scale problem instances, and solved
the problem optimally.

4 AGGREGATION-TREE ALGORITHM FOR
SERVER-CENTRIC DATACENTERS

In this section, we first present the major design strategies
in our proposed SDC aggregation-tree algorithm for server-
centric data center networks, and then we propose a two-
step heuristic algorithm to minimize bandwidth consump-
tion and meet deadlines. Finally, to illustrate the algorithm,
we describe a small-scale problem instance for a BCube2
with n = 4.

4.1 Design strategies
We combine two major strategies to minimize bandwidth
consumption for server-centric data center networks:

• Multiple shortest paths: There are multiple shortest
paths between any pair of servers in server-centric
data center networks. For example, if a shortest path
between two servers passes through x switches in the
BCube interconnection structure, there are x! shortest
paths between the two servers. In fact, the number x!
is generated by all possible permutations of different
levels of switches.
Suppose the selected shortest path passes from server
i to server j en route. The bandwidth consumption
between these two servers is

(1 + αp,i)
∑

(p,i)∈E

rp,i +
∑

(q,j)∈E

rq,j ,

∀p, q ∈ W and q ̸= i based on Eq. (1).
(8)

We therefore use this fact to choose a suitable path
such that flows can be aggregated as soon as possible,
because this decreases bandwidth consumption after
route aggregation.
Actually, if server j performs aggregation, αp,i = 1
in Eq. (8). Otherwise, if flows are aggregated as soon
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as possible at server i, αp,i ≤ 1. Above all, flows
aggregated as soon as possible decrease bandwidth
consumption. This is referenced in line 7 of Algorithm
1. This can both be accomplished using statistics
between each sender and receiver.

• Breadth-first search (BFS): With BFS, we find po-
tential intermediate devices to perform aggregation as
soon as possible because BFS begins at a root node
and inspects all the neighbor nodes, and then for each
of those neighbor nodes in turn, it repeatedly inspects
their neighbor nodes which have not yet been visited.
In depth-first search (DFS), the other popular graph
search strategy, there is no guarantee that the sooner
potential aggregation devices are traversed, the closer
it is to the root. In consequence, we use BFS and not
DFS as a feasible strategy (line 30 in Algorithm 1) to
reduce bandwidth consumption in data aggregation.

4.2 Two-step Heuristic algorithm

We propose a two-step heuristic algorithm to minimize
bandwidth consumption and meet deadlines using the de-
sign strategies discussed above. The pseudocode of the
SDC aggregation-tree algorithm appears as Algorithm 1.
First, we build a shortest-path aggregation tree where flows
can be aggregated as soon as possible and as many as
possible. After that, we modify this initial tree to open
up more opportunities for aggregation and thus further
reduce bandwidth consumption. The details of the two-step
algorithm are as follows.

In the first step, we first initialize variables and collect
statistics; that is, we calculate the number of switches
traversed from each host server to the receiver t in order
to determine the shortest-path distance between the two.
After that, we find all the shortest paths and record how
many senders pass through each host server between every
sender and the receiver. As discussed above, the number of
shortest paths is x! if there are x switches between the two
servers. We believe the impact of the complexity induced
in this step is negligible because the value x is typically
at most 4 [7] and the number of all shortest paths between
two servers x! is much smaller than the number of host
servers |H|. For example, in a BCube3 with n = 8, x! is
at most 24 which is much smaller than |H| which is 4096.

We start from the set of the farthest host servers and sort
the set in decreasing order of the number of senders passing
through each server in this set. Accordingly, we aggregate
the flows as soon as possible and as many as possible.
Briefly, there are no chances for aggregation in the farthest
set, so we look another set for which the number of switches
between two servers is one fewer than in the farthest set,
and sort it as mentioned above. Then we add a path from the
senders which offers opportunities to the aggregated server
and remove all the information from the sender from the
statistics. After that, we regard the aggregated server as the
new sender in this flow and initialize it as mentioned above.
The loop iterates until the set is composed of only the
receiver. Finally, we randomly add a shortest path between

Algorithm 1 Find aggregation tree for server-centric data
centers
Input: graph G, set of senders S, receiver t, deadline d
Output: SDC aggregation tree T

1: Initialize distance to receiver dis[n] for 1 ≤ n ≤ |H|
2: for all s[i] ∈ S do
3: Add s[i] to set of unconnected servers U
4: Traverse all shortest paths between s[i] and t to find

number of aggregation chances agg[dis[n]][n].num on
server n

5: end for
6: for i = dis[n].max to 1 do
7: for all j such that dis[j] = i in decreasing order

of agg[i][j].num do
8: if agg[i][j].num ≤ 1 then
9: break

10: end if
11: for k = 1 to k = agg[i][j].num do
12: AttachToTree(T, agg[i][j].f low[k], j)
13: Update delete(agg, agg[i][j].f low[k])
14: U.remove(agg[i][j].f low[k])
15: end for
16: Update add(agg, j)
17: U.add(j)
18: end for
19: for all u[i] ∈ U do
20: AttachToTree(T, u[i], t)
21: end for
22: end for
23: for all s[i] ∈ S do
24: Try modifying path to meet deadline d if possible
25: end for
26: for all s[i] ∈ S do
27: Find distance from s[i] to closest aggregated

server dis[s[i]]
28: end for
29: for all s[i] ∈ S in increasing order of dis[s[i]] do
30: Use BFS to find another path to reduce bandwidth

consumption and modify tree T
31: end for
32: return T ;

each rest server (a sender or an aggregated server) and the
receiver. Thus after this first step we have a shortest-path
aggregation tree.

In the second step, we first modify the tree using BFS
if there are any paths which will not meet the deadline.
(Deadline estimation is discussed in Section 5.1.) After that,
we find the distance to the closest aggregated server from
each sender in the shortest-path aggregation tree and sort
them in increasing order, because we believe that there are
more opportunities for aggregation on paths with longest
distances to the closest aggregated server. For this reason,
we start from the sender with the smallest distance and use
BFS to find a path which reduces bandwidth consumption.
If there is such a path, we delete the previously built path
from the sender to the aggregated server, and add the new
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one found in this step. Thus going through all the senders
results in further reductions in bandwidth consumption and
yields a final tree that meets the deadline.

5 PERFORMANCE EVALUATION

We evaluate the performance of our SDC aggregation-tree
algorithm on the BCube network architecture [7] as the
server-centric data center structure. We present here our
evaluation setup, metrics, compared algorithms, and the
obtained results.

5.1 Setup
We obtained the optimal solution using CPLEX and eval-
uated the performance of our SDC aggregation-tree al-
gorithm in comparison with existing multicast algorithms
[9], [11] (described in Section 5.3) on the event-driven
simulator ns-2. We evaluated at three different scales: (a)
small-scale case: BCube2 with n = 4 (64 servers) and 8
senders randomly generated for the network, (b) medium-
scale case: BCube2 with n = 8 (512 servers) and 32
senders randomly generated for the network, (c) large-scale
case: BCube3 with n = 8 (4096 servers) and 200 senders
randomly generated for the network. The large-scale setting
followed that of [9]. We calculated the optimal solution
only for the small-scale case, because CPLEX yielded the
solution in a reasonable time. The speed of each link was
1 Gbps. To simulate the common commodity switches used
in data center networks, we set the packet size to 1 KB
and the packet buffer to 4 MB – about 4000 packets at the
switch. For each scale we generated 20 problem instances.
As mentioned in [4], we used file sizes g of 20 KB and
200 KB for each instance respectively.

Fig. 4 shows the differences with deadline constraints
for various deadlines. The relative deadline is defined as
the ratio of our estimate of the deadline over the longest
shortest-path delay in the topology. As we can see, 40
percent of the instances outputted different solutions with
deadline constraints when the ratio was 1.5. When the ratio
was more than 2.5, there was no difference with different
deadline constraints. We also observe that the ratio was
about 1.5 when we simulated the shortest-path algorithm.
This is not the same as the longest shortest path because
switches cannot perform data aggregation. Consequently,
we estimated our deadline accordingly and set the delay
as low as possible: 1.5 in the small-scale case, 2.5 in the
medium-scale case, and 3.0 in the large-scale case.

5.2 Metrics
We sought also to verify if our SDC aggregation-tree
algorithm not only reduces bandwidth consumption but also
maintains low latency in Web applications; therefore, the
following metrics were used to conduct the evaluation.

1) Bandwidth consumption: the average of total network
traffic by instance on each scale. The bandwidth con-
sumption is independent of file size because we build
the output tree without taking it into consideration.

1 1.2 1.4 1.6 1.8 2 2.2 2.4 2.6 2.8 3
0

0.2

0.4

0.6

0.8

1

Deadline

C
D

F

Fig. 4. Difference with deadline constraints for various
deadlines using CPLEX.

For this reason, we only show the file size of 200 KB
in the metric. We first calculate the optimal solution
with CPLEX to show the extent of potential im-
provements. After that, we use ns-2 to simulate these
algorithms. A low bandwidth consumption indicates
that our SDC aggregation-tree algorithm is useful.

2) Longest delay: a CDF of the longest delay in each
instance. We use ns-2 to simulate these algorithms. A
low longest delay indicates that the instance finished
early.

3) End-to-end delay: a CDF of per-flow end-to-end
delay between any pair of servers in server-centric
data center networks. We use ns-2 to simulate these
algorithms. A low end-to-end delay indicates a higher
probability that it will meet the deadline, and thus
there are more opportunities to yield useful results.

5.3 Compared Algorithms

We compared the performance of our SDC aggregation-tree
algorithm with existing multicast algorithms in [9], [11].

• Shortest path [9]: This is similar to a shortest-path
algorithm because the path between any sender and
any receiver in the output tree is a shortest path.
In a server-centric architecture, there are more data
aggregation opportunities near the root (our receiver).
If the BFS search strategy is adopted, aggregation
cannot be performed as soon as possible.

• Steiner tree [11]: The Steiner-tree algorithm we
choose exploits the Steiner point which can be cal-
culated efficiently when there are only three nodes
[12]. We modify the feature to find the Steiner server
in data center network architectures, so the data can
be aggregated on the server. The three nodes are
composed of the receiver and two other servers. We
build the output tree by iteratively adding nodes and
paths according to the total distance from the three
nodes to the Steiner server. More specifically, the two
servers and the Steiner server are attached to the tree
if the distance is the shortest (the Steiner server may
be one of the two servers or the receiver).
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5.4 Results
We first show in Fig. 5 the difference in bandwidth con-
sumption between the optimal solutions and the shortest-
path solutions under different deadline constraints. For
loose deadlines, the bandwidth consumption of the optimal
solution is low; however, the bandwidth consumption of the
shortest-path solution is a constant because each output tree
is independent of the deadline. As we can see, there is still
room for improvement. On average, the optimal solutions
compared with the shortest-path solutions decrease band-
width consumption by 31.5% when the deadline is 1.5 and
by 36.5% when the deadline is 2.5. This improves network
performance considerably because as mentioned in Section
1, large amounts of data are are transferred in the shuffle
phase.
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Fig. 5. Difference in bandwidth consumption between
optimal solutions and shortest-path solutions under
various deadline constraints.

Fig. 6 shows the bandwidth consumption of the three
algorithms with the shortest-path algorithm as the baseline.
Our SDC aggregation-tree algorithm is better and closer to
the optimum in small-scale cases (Fig. 6(a)) because we
perform data aggregation as soon and as often as possible,
reducing bandwidth consumption by 15% in the first step
of our algorithm. In addition, the Steiner-tree solutions de-
crease bandwidth consumption by 7.4%, and our solutions
decrease it by 20.3%. Our SDC aggregation-tree algorithm
also performs well, decreasing bandwidth consumption by
14.8% in medium-scale cases (Fig. 6(b)) and by 20.3%
in large-scale cases (Fig. 6(c)). However, the Steiner-tree
algorithm is only slightly better than the baseline (within
2 percentage points) in Figures 6(b) and 6(c). We find that
there are a few instances for which the algorithm does not
perform data aggregation effectively because the Steiner-
tree algorithm does not take into account properties specific
to server-centric data centers. Consequently, we believe
that simply modifying existing Steiner-tree algorithms is
insufficient – our design is useful to reduce bandwidth
consumption.

We also focus on the longest-delay flow in each
MapReduce [2] instance. As shown in Fig. 7, our SDC
aggregation-tree algorithm maintains low latencies for these
instances whether the data size is 20 KB or 200 KB. We
find that the delay in small-scale cases (Fig. 7(a)) is more
or less the same between our algorithm and the shortest-

path one. This is because there are fewer opportunities to
perform data aggregation on the small number of servers in
our SDC aggregation-tree algorithm, and the shortest-path
one perhaps does it accidentally. Moreover, the Steiner-tree
algorithm causes longer delays in these instances because
it usually takes detours to reduce bandwidth consumption.
These results demonstrate that we can meet low latency
requirements and loose deadline constraints (40 ms) as
illustrated in [6] even in large-scale cases.

In addition, there are applications like PageRank [14]
in which not all data are useful for the receiver. Fig. 8
illustrates a CDF of per-flow end-to-end delay. Our SDC
aggregation-tree algorithm also performs well because the
output tree is a shortest-path one with aggregation. In large-
scale cases (Fig. 8(c)), the 50th percentile value of the
end-to-end delay is respectively 35.12, 27.65, and 22.19 in
the shortest-path algorithm, the Steiner-tree one, and ours.
This shows that properly aggregating the data with shortest
paths yields shorter end-to-end delays. Moreover, in Figures
8(b) and 8(c), we find that there are only some flows with
longer delays in the Steiner-tree algorithm, so there are few
detours for reducing bandwidth consumption. Nevertheless,
our SDC aggregation-tree algorithm maintains low latencies
even though we seek to decrease bandwidth consumption.
In large-scale cases, our SDC aggregation-tree algorithm
decreases end-to-end delay by 29.6% (about 10 ms) on
average, and therefore we meet tighter deadline constraints
as illustrated in [6].

6 CONCLUSION
In this paper, we investigated the minimization of band-
width consumption through data aggregation in online
and deadline-aware services for server-centric data center
networks. The amount of data processed is enormous in
these services, and therefore there is potentially great profit
even though we save only a small portion of the total
bandwidth consumption. We formulated the problem as
an integer program to show the difficulty of solving it in
polynomial time. We then proposed an algorithm that uses
the property of multiple paths between servers to build a
shortest-path Steiner tree. We evaluated its performance
against the optimum solution and other approaches to
solving the Steiner tree problem. The results confirm that
our SDC aggregation-tree algorithm yields lower bandwidth
consumption (about 18.5%) and lower delays for both
instances and flows, when compared with the previous
heuristic algorithms.
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