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ABSTRACT 
Intrusion Prevention System (IPS) has been an effective tool to 
detect and prevent unwanted attempts, which are mainly through 
network and system vulnerabilities, at accessing and manipulating 
computer systems. Intrusion detection and prevention are two 
main functions of IPS. As attacks are becoming massive and 
complex, the traditional centralized IPSes are incapable of 
detecting all those attempts. The existing distributed IPSes, 
mainly based on mobile agent, have some serious problems, such 
as weak security of mobile agents, response latency, large code 
size. In this paper, we propose a customized intrusion prevention 
system, VMFence, in distributed virtual computing environment 
to simplify the complexity of the management. In VMFence, the 
states of detection processes vary with those of Virtual Machines 
(VMs), which are described by Deterministic Finite Automata 
(DFA). The detection processes, each of which detects one virtual 
machine, reside in a privileged virtual machine. The processes run 
synchronously and outside of VMs in order to achieve high 
performance and security. The experimental results also show 
VMFence has higher detection efficiency than traditional intrusion 
detection systems and little impact on the performance of the 
monitored VMs. 

Categories and Subject Descriptors 
C2.0 [Computer-Communication Networks] 

General Terms 
Network Security, Virtualization, Distributed System. 

Keywords 
Intrusion Detection, Intrusion Prevention, Virtual Computing 
Platform. 

1. INTRODUCTION 
With the development of Internet, network security has become 

one of the focal points for both users and researchers. Many 
security tools, such as firewall, Intrusion Detection System (IDS), 
anti-virus utilities, have emerged at a shocking speed.  In order to 
improve the security of distributed systems, Distributed Intrusion 
Detection System (DIDS) [1] is designed to use sensors on each 
node to collect information and analyze the characteristics of 
attacks. In order to reduce network overhead and enhance the 
survivability of DIDS, a variety of technologies are applied in 
intrusion detection, such as mobile agent [2] and artificial immune 
[3]. 

However, mobile agent technology has some disadvantages 
including weak security of mobile agents, response latency, and 
code size. For example, mobile agents bring a number of threats, 
which can be classified into four types: agent-to-agent, agent-to-
platform, platform-to-agent, and other-to-agent platform [4]. The 
configuration and management of mobile agent platforms on 
numerous hosts in a large-scale distributed system is extremely 
hard and it is difficult to assure correctness. 

With the emergence of multi-core [5] processor, virtualization 
technology [6, 7, 8, 9], which can fully utilize the advantage of 
such high performance, becomes a hot topic in both academia and 
industry, and many companies are developing virtualization 
products. At the same time, virtualization gets support on 
hardware layer from some manufacturers, such as Intel [10], AMD. 
It provides new direction to solve the problems of intrusion 
detection mentioned above. Virtualization technology supports 
multiple operating systems running on a single hardware platform, 
and provides convenient means to manage the operating systems. 
The operating system and applications running on the 
virtualization management platform are considered as VMs. 
Normally, a privileged VM can control other VMs, called service 
VMs. All the configuration and management tasks need to be 
done in the privileged VM without any extra work in service VMs. 

In distributed virtual computing environment, we propose a novel 
architecture to deploy and manage a distributed IPS, as well as to 
improve the efficiency of detection and response. In addition, 
services running on different VMs can separate from each other as 
virtualization technology provides good isolation among VMs. 
Detection processes, residing in the privileged VM, run 
synchronously, each of which inspects the information flow for a 
VM. A new detection process will be launched automatically 
when a new VM starts locally or is migrated from other hardware 
platform. In this paper, we present a customized virtual machine 
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based intrusion prevention system, called VMFence, to prevent 
malicious attacks in distributed virtual computing environment. 

The rest of this paper is organized as follow: Section 2 introduces 
the related work and background. In section 3, we show the 
architecture of VMFence, and model the detection process 
through DFA. Section 4 presents the implementation of VMFence 
in detail. The experiments on Xen and the evaluation of VMFence 
are described in section 5. Finally, we give conclusion and future 
work in section 6. 

2. RELATED WORK AND BACKGROUND 
The concept of intrusion detection was first proposed by James 
Anderson in 1980, which did not blossom until Dorothy Denning 
published her seminal intrusion detection model in 1987 [11]. 
Intrusion detection involves determining that an entity, an intruder, 
has attempt to gain, or worse, has gained unauthorized access to 
the system. According to the source of detected data, IDS can be 
classified into Host-based IDS (HIDS) and Network-based IDS 
(NIDS). HIDS, such as OSSEC, collects the characteristics of 
system states, including audit logs, network events, the integrity 
of file systems, and the sequence of system calls. While NIDS, 
such as Snort [32], captures data packets by monitoring network 
traffic, and then analyzes the packets to make decisions that 
whether they contain the malicious codes or not. 

The concept of virtualization was firstly introduced by IBM in 
1960s to provide concurrent, interactive access to a mainframe 
computer - IBM 360, which supports many instances of operating 
systems running on the same hardware platform [6]. Normally, 
VMs are divided into two major types: process VMs and system 
VMs [7]. In this paper, we only discuss system VMs. Virtual 
Machine Monitor (VMM) is the core component of system VM, 
which provides the abstract layer of underlying hardware for each 
operating system running on it [8, 9], such as VMware, Virtual PC, 
and Xen [33]. 

2.1 IDS in Virtual Computing Environment 
The emergency of virtualization enhances the security of the 
monitored system because the VMM provides the properties of 
isolation and manageability. Our work can be described as a 
combination of two ideas: distributed IPS and system 
virtualization. The previous systems based on such combination 
can be classified into two groups: single-node systems and 
distributed ones. 

2.1.1 Single-node Systems 
George W. Dunlap et al presented a system named ReVirt that 
uses virtual-machine log and replay to analyze attacks including 
any non-deterministic events [12]. ReVirt adopts virtual-machine 
and fault-tolerance techniques. It enables a system administrator 
to replay the long-term, instruction-by-instruction execution of a 
computer system, which gives us a new direction to investigate 
intrusions as a result of reasonable time and space overhead. 

The concept of Virtual Memory Introspection (VMI) was firstly 
introduced by Tal Garfinkel and Mendel Rosenblum [13]. 
Introspection is such a technique that a virtual machine can be 
granted privilege by the hypervisor to monitor the other virtual 
machines, including their information about CPU, memory and 
disk [14]. Traditional HIDS has a semantic-rich view of system 
states, but it is tangible and subvertible to attackers. Compared 
with HIDS, NIDS is more resistant to attacks without awareness 

of system events, such as system calls. Liveware [13] is a new 
architecture for building IDS with the merits of both HIDS and 
NIDS via VMI. 

IntroVirt [15] uses introspection and replay to improve security by 
detecting intrusions that occurred before the vulnerability was 
disclosed. IntroVirt protects the system from predication with 
bugs or adverse side effects by using virtual-machine 
introspection, checkpoints and timeouts. 

Besides these systems mentioned above, there exists other 
advances in virtual machine based IDS, such as [16, 17]. 

2.1.2 Distributed Systems 
Kenichi Kourai and Shigeru Chiba have proposed a system called 
Hyperspector which is a distributed, virtual monitoring system in 
distributed computer systems [18]. Using traditional multiple 
IDSes to protect distributed systems could lead to the increasing 
of unsafe points. HyperSpector has overcome such problem 
without any additional hardware by using virtualization. The IDS 
VM inspects the service VM by providing three inter-VM 
monitoring mechanisms: software port mirroring, inter-VM disk 
mounting, and inter-VM process mapping. 

All approaches mentioned above, however, do not consider the 
variety of VM’s states, and VMs provide mobility similar to a 
normal file in virtual computing environment [19]. When the state 
of the monitored VM is changed, such as created, paused, 
destroyed or migrated, how does the detection process catch this 
change? 

2.2 Virtual Network and NIDS 
In this part, we will introduce the concept of virtual network and 
NIDS briefly. We mainly discuss the virtual network of Xen 
because our system, VMFence, is implemented on Xen. 

2.2.1 Virtual Network Architecture of Xen 
Xen is a thin lay of system software on x86 architecture, which 
locates on bare hardware to expose hardware abstraction slightly 
different from the underlying hardware [20, 21]. 

There are two different virtualization modes provided by Xen: 
full-virtualization and para-virtualization [22]. Guest operating 
systems run on Xen without any modification under full-
virtualization. While guest operating systems need to be modified 
under para-virtualization for high performance. In order to utilize 
peripherals efficiently, split device model is introduced and 
implemented into the Xen architecture. Figure 1 shows the 
structure of split network driver. The frontend (FE) and backend 
(BE) reside in isolated VMs, and communicate with each other by 
I/O ring and event channel mechanisms [22]. 

2.2.2 NIDS and Firewall 
Network security draws increasing attention from users because of 
the fact that users rely more on computer and network than ever 
before. IDSes and firewalls are the prevalent tools to strength the 
security of network, which play different roles in network, and 
can not replace each other. 

An open-source NIDS, named Snort, is able to capture and 
analyze network packets in real time. Snort can make analysis of 
network protocols, including TCP, UDP, ICMP, and IP, and 
packet contents to detect a great variety of attacks [23]. Snort can 
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run in three modes: sniffer, packet logger, and network intrusion 
detection. 

 
Figure 1. Virtual network architecture of Xen 

For the sake of improving the packet processing throughput, 
several efforts have explored the use of parallelism [24, 25, 26, 27, 
28, 29]. Specific hardware devices are used to inspect network 
packets concurrently, such as high-performance graphics card, 
FPGA. 

Firewall [23] is a way to control the information flow that is 
allowed to enter and leave the local network. Firewall is always 
deployed on the boundary between local network and Internet, 
and the only access from local network to Internet is through 
firewall. Iptables taking care of filtering network packets is a 
component of Linux kernel. 

3. ARCHITECTURE OF VMFENCE 
In this section, we present the application scene and the design of 
VMFence, and its detection model, which provides a good 
security solution in distributed virtual computing environment. 

3.1 Application Scene 
We consider multiple nodes in distributed environment. Each 
node has multi-core CPU, and a VMM is preinstalled on each 
node, as presented in Figure 2. These physical nodes are 
connected to native local network. In order to make use of 
isolation provided by virtualization, each prevention service runs 
in an isolated VM. These VMs running on the same hardware 
platform form a virtual local network. The privileged VM just 
does control and management tasks, and has no other applications 
running on it. The reason is that the privileged VM has some 
management tools and the security of the privileged VM is the 
bottleneck of the whole platform. So the less applications are 
installed in the privileged VM, the better is the security of the 
whole platform. In this paper, the privileged VM and VMM are 
the Trusted Computing Bases (TCBs), which is the same as other 
research projects [12, 13, 15]. 

3.2 The Components of VMFence 
VMFence is designed to provide flexibility and convenience for 
administrators to manage the detection rules and response policies 
in virtual computing environment. 

VMFence exploits the fact that the privileged VM is able to 
capture all network packets to or from other service VMs, thus the 
privileged VM has the ability to detect all packets without 
installing an instance of IDS in each service VM. 

 
Figure 2. Application scene 

In the virtual computing environment, the communication 
between service VMs must pass though the virtual bridge in the 
privileged VM, so the virtual bridge can be monitored by 
VMFence. Mobile agent is a popular means to deploy DIDS, but it 
leads to weak security, long latency, and large code size. For 
VMFence, all network packets are detected in real time, so there is 
no need to use mobile agent. The security can be assured by the 
isolation provided by Xen. When new VM starts or migrates from 
other node, or existed service stops, the traditional IDS can not 
adapt itself to this dynamic situation. The IDS can not utilize the 
multi-core resource even if the underlying hardware holds huge 
computing power. When the network is busy, the drop rate will 
increase sharply. 

We propose the architecture of VMFence in Figure 3. The main 
process of VMFence, running in the privileged VM detects the 
VM created locally or migrated from other hosts. A new detection 
process is started with default or customized configuration. When 
there are some attacks, the main process will notify the 
administrator and send them to the backend node. According to 
the alert times during period of time, new firewall rules will be 
created, and send to the service VMs by the communication 
module. The frontends in service VMs listen to the backend and 
update local firewall policies. The detection process is paused if 
the corresponding VM is blocked because of waiting for I/O or 
paused by the administrator, and it will continue the detection 
work if the VM runs again. When a VM is migrated or shut down 
by the administrator, the detection process for the VM will be 
killed by the main process at the same time. The states of the 
detection processes in VMFence vary with those of the 
corresponding VMs, and are adaptive to the state transition of 
VMs automatically. 

 
Figure 3.  The components of VMFence 
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There are four components in VMFence: 

 Detection Component: This is the key component in 
VMFence, and it has the main process to capture all network 
packets, and dispatches them to other detection processes 
according to its MAC address. Each detection process does 
detection task according to the rules for the corresponding 
VM. There are some default rules for each service VM, and 
the administrator can customize these rules. When a new VM 
starts and the detect rules will be configured for the VM, a 
detection process launches. When a VM migrates from 
another hardware platform, the configuration file will be 
transmitted at the same time, and the detection process will 
be started on the destination node. 

 Policy Updating Component: This component is used for 
intrusion response. The main process collects all the alerts 
from detection processes, notifies the administrator, and 
sends them to the backend console in the distributed 
environment. Besides, firewall policies in a service VM must 
be updated if attacks on the VM are detected. If these 
measures do not work, the administrator can take other steps, 
such as pause or shutdown the attacked VMs. 

 Backend Component: This component is designed to 
communicate with the service VM, DomU in Xen. When the 
policy updating component has created new firewall policy 
for DomU, the backend component must transfer this policy 
to DomU and notify it. 

 Frontend Component: There is a frontend component in 
each DomU, and it is designed to communicate with Dom0, 
and is responsible for allocating memory shared with Dom0. 
It will listen to the backend to determine whether there are 
updating firewall rules or not. 

3.3 The States of Detection Processes 
The states of detection processes vary with the transition of VM. 
There are 6 states for a Xen domain: 

 State R (Running): The domain is currently running on a CPU. 

 State B (Blocked): The domain is blocked, usually is waiting 
for I/O information. 

 State P (Paused): The domain is paused, usually because the 
administrator runs xm pause. 

 State D (Dying): The domain is in process of dying, but has 
not completely been shutdown or crashed. 

 State S (Shutdown): The domain is closed by the 
administrator. 

 State C (Crashed): The domain is crashed, always because of 
a violent ending. 

When the administrator runs xm create, a VM’s state transfers to 
R; when the administrator runs xm destroy or xm shutdown on the 
VM, its state transfers to C or S. 

This transition of detection process can be expressed by 
Deterministic Finite Automata (DFA) shown in Figure 4. 

The DFA is described by a tuple M=(Q, ∑, δ, q0, F) where 
Q={Start, q1, q2, q3, q4, q5, End} is the finite set of states, ∑={e1, 
e2, e3, e4, e5, e6, e7, e8} is the input element, δ:Q×∑→Q gives the 

set of transition, q0∈Q is the initial state Start, and F⊆Q is the 
final state End. 

 
Figure 4. The state transition of detection process 

There are 7 states of a detection process. Start state is the initial 
state when VMM and control VM boot correctly. End state 
represents that this platform has been shut down. Other 5 states 
are depicted as follows: 

 State q1: a VM starts in local platform, or is migrated from 
another platform, but there is no detection process for the 
VM. 

 State q2: The detection process is running, q2 ={R}. 

 State q3: The detection process is paused, because the VM is 
blocked or paused, q3 ={B, P}. 

 State q4: VM is destroyed or migrated, while the detection 
process continues. 

 State q5: The detection process is killed, q5 ={D, S, C}. 

When the states of a VM change, the detection process for the VM 
will be adaptive to this transition. There are 8 events which trigger 
the transition between these states. 

 Event e1: The administrator creates a VM, but does not 
configure detection rules for the VM. 

 Event e2: The administrator configures detection rules for the 
VM. 

 Event e3: The domain is blocked because of I/O, or paused by 
the administrator. 

 Event e4: The domain’s state changes to R. 

 Event e5: When the detection process is running, the VM is 
migrated to another platform, or destroyed by the 
administrator. 

 Event e6: When the detection process is paused, the VM is 
destroyed or migrated by the administrator. 

 Event e7: The detection process is killed by the main process. 

 Event e8: The whole VMM platform has been shut down by 
the administrator. 

There are two unstable states: q1 and q4, because the relationship 
between a VM and a detection process is not always one-to-one 
mapping. The main process will explore this abnormity, and 
create or kill the detection process. States q2, q3, and q5 are steady, 
and the states of the detection process will transform along with 
that of the corresponding VM. For example, the current state of a 
VM is q1, and the main process will notify the administrator to 
configure rules for the VM. After the administrator configures 
detection rules for the VM (Event e2), the corresponding detection 
process for the VM starts (State q2). The state transition can be 
described as δ: q1×e2→q2. Figure 4 can reveal all situations of 
state transition. 

In traditional IDSes, the detection will be terminated. In our 
prototype, however, state q3 has been introduced to the system. 
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When a VM is in state q2, and event e3 happens, the detection 
process will convert to state q3 (δ: q2×e3→q3). After the VM 
continues (Event e4), the detection process gets back to state q2 (δ: 
q3×e4→q2). State q3 reflects the relationship between a detection 
process and the corresponding monitored VM. 

4. VMFENCE IMPLEMENTATION 
We build the experiment environment on Xen. The methods 
mentioned in this paper also can be implemented on other 
virtualization platforms, such as VMware and Virtual PC. The 
reasons that we choose Xen are as follows [20, 21]: 

 VMs running on Xen in para-virtualization mode can have 
similar performance as the operating systems running on 
native physical nodes. 

 Xen supports almost all device drivers on Linux. 

 Unmodified application binaries can run on guest OS. 

A domain is the integration of guest OS and the applications 
running on it. The privileged VM on Xen takes responsibility for 
VM management, such as create, destroy, pause, restore, and we 
call it Dom0. Other service VMs in which services run are called 
DomU (unprivileged domain). All data to or from DomU must 
pass through Dom0, which plays the role of an agent, when DomU 
accesses the underlying hardware. 

All DomUs run on the same machine, and they share the same 
physical resources. Xen provides isolation mechanism for different 
DomUs which can share resources with each other if Xen permits. 
Xenstore is a storage system managed by Dom0 [22]. There are 
some configuration information in Xenstore, such as domain 
identification, domain name, and VM states. Dom0 can get all 
such information, but DomUs can only see the information about 
itself for security. 

4.1 Detection Component 
The detection component consists of one main watching process 
and some detection processes. The main process runs as a daemon 
taking care of basic control and management tasks. The detection 
processes inspect the network flow through the VMs. 

The first thing is to find the domain list running on this platform 
inspected by the main process. A kernel module, called getdom, in 
Dom0 is registered as a character device, and the interface of this 
module is accessed by getdom_read, whose purpose is to read the 
list from Xenstore by xenbus_directory. Because we can not use it 
in user space, another function in user space opens this character 
device and calls the function read. 

When the main process gets the domain list, a data structure is 
defined to describe the domain. Figure 5 represents the domain 
structure in Dom0, and all the domain structures are organized as a 
list. In Dom0, the domain structure includes the domain 
identification of the detection process and the domain number. 
When a domain is created or migrated, the main watching process 
will insert a new item into the list. When a domain is migrated or 
stopped, the main watching process will delete it from this list. 
The main watching process carries out the updating operation on 
this domain list. 

In VMFence, we adopt Snort as IDS, and iptables as firewall. 
Snort is an open-source IDS with high performance. The detection 
rules in Snort are organized as three-level list: the actions (Action, 

Dynamic, Alert, Pass, Log), the protocol (IP, TCP, UDP, ICMP), 
and the rule head. Function ProcessPacket is the detect part in 
Snort. Packets captured from physical network will be dispatched 
to each detect process according to the domain ID, and every 
detect process runs as an instance of ProcessPacket. Figure 6 
shows the modification to the traditional rule list, a new 
classification of domains will be done before action. Each 
detection process sends alerts to the main process when alerts 
appear, and the main process will collect these alerts by select. 

 
Figure 5. The domain structure 

 
Figure 6. The detection rule list 

The states of detection processes are controlled by the main 
watching process. When the service VM is blocked by I/O 
requests or paused (State q3) by the administrator, the main 
process sends a signal, named SIGSTOP, to the corresponding 
detection process. The detection process will be paused. After a 
service VM changes to running state (State q2), the main process 
sends signal SIGCONT to the detection process. The detection 
process will continue to inspect network packets. 

The migration process of VMFence varies from the 
implementation in Xen, since VMFence must adapt to the 
movement of VM. After the service VM is migrated successfully, 
the main process should reply to such change. The detection 
process is killed at the source node, and booted at the destination 
node. If detection rules have been configured for the VM, the 
configuration will be transferred before the detection process 
starts on the destination node. The whole process is shown in 
Figure 7. 

4.2 Policy Updating Component 
After a detection process sends alerts to the main process, the 
main process gathers these alerts by select. The main process can 
get all the alerts on this platform from all detection processes, 
which is benefit to the global decision. 
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The main process can also get the information that some attacks 
have happened on one VM, and get overview of the whole system. 
Using these information, the main process makes decisions for 
each VM, and notifies the communication component between the 
frontend and backend. The communication component will take 
care of updating firewall policies. 

 
Figure 7. The execution flow of the main process during 
migration 

4.3 The Communication Component 
When policy updating component wants to update the firewall 
policies, it is essential to transfer data through the communication 
component between the frontend and backend. 

The communication process between the frontend and backend is 
described in Figure 8, and it can be described as follows: 

 
Figure 8. The communication between the frontend and 
backend 
(1) The frontend in DomU allocates memory (usually one page) 

in order to communicate with Dom0. 

(2) The frontend grants the reference of shared pages to Dom0 
by gnttab_grant_foreign_access_ref. 

(3) The frontend writes the page reference of shared page to 
Xenstore. 

(4) When a new firewall policy has created, the backend reads 
the shared page reference from Xenstore. 

(5) The backend writes the new firewall policy file to this shared 
space. 

(6) The backend notifies the frontend by event channel. 

(7) The frontend reads the policy from the shared page and 
updates local policies. 

After all the above steps are accomplished, the iptables of DomU 
will be updated. The policy updating process is implemented by 
page sharing mechanism, and is faster than traditional response by 
network. 

5. Experiments and Evaluation 
In this section, we present the experiments implemented on Xen 
3.2, and then give evaluation on VMFence. 

5.1 Experiments 
In our experiments, there are two nodes (NodeA, NodeB) and a 
backend console in the distributed environment. The hardware 
devices of NodeA and NodeB are two Pentium quad-core 
processors, 4GB of memory, and Intel gigabit Ethernet controller. 
The backend console is 2.0GHz Pentium 4 processor, 512MB of 
memory, and Realtek RTL8139 NIC. 

Xen 3.2 and Fedora Core 8 have been preinstalled on both NodeA 
and NodeB. The backend console takes care of collecting the 
alerts. There are 3 VMs running on NodeA: HTTPVM running 
http service, FTPVM running ftp service and SSHVM running 
SSH service at the initial state, and there is no service VM on 
NodeB. These service VMs have the same operating system as 
Dom0. During the execution, the three VMs can migrate between 
NodeA and NodeB. 

In order to simulate real network environment, we employ 
DARPA98 [30], which is the intrusion detection dataset distributed 
by MIT Lincoln Laboratory. We rewrite the source address 
(NodeB) and destination address (NodeA) of network packets by 
tcpprep. 

After three VMs has booted on NodeA, and configured with 
proper detection rules by the administrator. We replay DARPA98 
dataset on NodeB. 

We test the drop rate, and compare the result with Snort. Snort is 
an excellent network intrusion detection system with low drop rate, 
but when the packet arrival rate is more than 45,000 packets per 
second, the drop rate increases sharply. VMFence, however, has 
lower drop rate, compared with traditional Snort. The drop rates of 
VMFence and Snort are depicted in Figure 9. The reason is that 
the detect rules are configured for the services running in VMs, 
rather than all intrusion detection rules. Most important of all, the 
main process just captures all the packets to or from the virtual 
local network, and the detection work is done by other detection 
processes. This parallel structure has improved the efficiency of 
capturing network packets, and reduced the drop rate. 

Then, we measure the performance effect of VMFence. In the 
HTTPVM, Apache 2.2.6 is installed. We compare three results in 
different situations: (1) the base system without any detection, (2) 
VMFence as the detection tool, (3) Snort as the detection tool. We 
take Apachebench as the testing tool of the web service 
performance. 
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There are two arguments we specify: n represents the request 
number, c represents the concurrency degree. In our experiments, 
we choose n=10,000, c=100. There are 10,000 requests in all, and 
100 concurrent connections at one time. 
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Figure 9. The drop rate 

With the increasing of document length, the requests per second 
decrease. The document length chosen by us is from 1KB to 8KB, 
and the requests per second are presented in Figure 10. The 
requests per second on base system are more than other situations. 
Because there is no detection overhead, so the HTTPVM can deal 
with more web requests. These results show that VMFence has 
less overhead than traditional Snort, and it can response more 
requests than Snort. 
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Figure 10. The performance of HTTPVM 

In the FTPVM, vsftp 2.0.5 has installed. The performance of 
FTPVM is evaluated by dkftpbench, which is an FTP benchmark 
program inspired by SPEC web99. 

We compile the source code of dkftpbench and its dataset. The test 
file is copied to the public directory of anonymous user. We 
simulate 1000 users fetching the default file (x1000k.dat) from 
FTPVM repeatedly, and stop after 20 seconds. 

With the growing of connections, the number of alive users drops. 
Figure 11 shows the results in the same situations as HTTPVM. 
From Figure 11, we can find that the gap among these three 
vanishes gradually. 

5.2 Evaluation of VMFence 
Compared with traditional distributed intrusion prevention system 
based on mobile agent, VMFence is more safe and effective. Each 
service running in a specified VM has better isolation than 
traditional OS. There is no need to employ mobile agent, and 
without the threats introduced by mobile agent. The response 
channel is implemented through page-sharing mechanism, and 
quicker than network communication adopted by traditional DIDS. 
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Figure 11. The performance of FTPVM 

The features of VMFence include: 

 High customizability: VMFence supports configuration 
distinct policies for each service VM according to the style of 
services running on the VM. In traditional operating system, 
the crash of one process may affect other processes, and even 
endanger the operating system itself. Virtualization provides 
better isolation than process in operating system, and we can 
deploy single service in one VM to avoid interference from 
other services. 

 High performance: VMFence makes the detection processes 
in parallel to raise the detection efficiency. The privileged 
VM can capture all data from or to service VMs, and we start 
multiple detection processes to analyze the collected packets 
on multi-core platforms. 

 Real time: VMFence combines intrusion detection with 
intrusion prevention achieving real-time response when a 
crisis has been detected. New security rules will be created 
and applied automatically when an attack occurs frequently. 

6. CONCLUSION AND FUTURE WORK 
The motivation of this paper is to design and implement VMFence, 
providing a customized intrusion prevention system for distributed 
virtual computing environment. Virtualization provides flexibility 
on management for system administrator, thus the administrator 
can configure detect rules for each domain according to the type 
of service running in each VM. VMFence can dynamically adjust 
detect processes by the number and the state of VMs, even VMs 
migrate among different hardware platforms. We implement 
VMFence by modeling the detect process and illustrating the state 
transition by deterministic finite automata. The results of 
experiment show that this method is useful for virtualization 
environment, especially for multi-core CPU. 
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In the future, we will focus on building a general defense system 
on Xen, which includes IPS, file protection system, the detection 
and behavior analysis malware, and secure evaluation of virtual 
machine. In order to improve the security of virtual computing 
environment, we will implement those by virtual machine 
introspection without modifying the VMM. 

7. ACKNOWLEDGMENTS 
The work is supported by National 973 Basic Research Program 
of China under grant No.2007CB310900 and National Natural 
Science Foundation of China under grant No.60803114. 

8. REFERENCES 
[1] Snapp, S. R.,  Brentano, J., Dias, G. V., Goan, T. L., 

Heberlein, L. T., Ho, C. L., Levitt, K. N., Mukherjee, B., 
Smaha, S. E., Grance, T., Teal, D. M., and Mansur, D. 1991. 
DIDS(distributed intrusion detection system)-motivation, 
architecture, and an early prototype. In Proceedings of the 
14th National Computer Security Conference. Washington, 
USA, October 1991, 167-176. 

[2] Vongpradhip, S. and Plaimart, W. 2007. Survival architecture 
for distributed intrusion detection system (dIDS) using 
mobile agent. In Proceedings of the 6th International 
Symposium on Network Computing and Applications. 
Chicago, USA, July 2007, 332-338. 

[3] Machado, R. B., Boukerche, A., Sobral, J. B. M., Juca, K. R. 
L., and Notare, M. S. M. A. 2005. A hybrid artificial immune 
and mobile agent intrusion detection based model for 
computer network operations. In Proceeding of the 19th 
IEEE International Parallel and Distributed Processing 
Symposium. Denver, USA, April 2005, 191-198. 

[4] Jansen, W., Mell, P., Karygiannis, T., and Marks, D. 1999. 
Applying mobile agents to intrusion detection and response. 
Technical report, National Institute of Standards and 
Technology, October 1999. 

[5] Gelsinger, P. P. 2001. Microprocessors for the new 
millennium: challenges, opportunities, and new frontiers. In 
Proceedings of the 45th International Solid State Circuits 
Conference. San Francisco, USA, February 2001, 22-25. 

[6] Whitaker, A., Cox, R. S., Shaw, M., and Gribble, S. D. 2005. 
Rethinking the design of virtual machine monitors. IEEE 
Computer, 38(5):57-62, May 2005. 

[7] Smith, J. E. and Nair, R. 2005. The architecture of virtual 
machines. IEEE Computer, 38(5):32-38, May 2005. 

[8] Rosenblum, M. and Garfinkel, T. 2005. Virtual machine 
monitors: current technology and future trends. IEEE 
Computer, 38(5):39-47, May 2005. 

[9] Figueiredo, R., Dinda, P. A., and Fortes, J. 2005. Resource 
virtualization renaissance. IEEE Computer, 38(5):28-31, May 
2005. 

[10] Neiger, G., Santoni, A., Leung, F., Rodgers, D., and Uhlig, R. 
2006. Intel virtualization technology: hardware support for 
efficient processor virtualization. Intel Technology Journal, 
10(3):167-177, August 2006. 

[11] Denning, D. E. 1987. An intrusion detection model. IEEE 
Transaction on Software Engineering, 13(2):222-232, 
February 1987. 

[12] Dunlap, G. W., King, S. T., Cinar, S., Basrai, M., and Chen, 
P. M. 2002. Revirt: enabling intrusion analysis through 
virtual machine logging and replay. In Proceedings of the 5th 
Symposium on Operating Systems Design and 
Implementation. Boston, USA, December 2002, 211-224. 

[13] Garfinkel, T. and Rosenblum, M. 2003. A virtual machine 
introspection based architecture for intrusion detection. In 
Proceedings of the 10th Network and Distributed System 
Symposium. San Diego, USA, October 2003, 191-206. 

[14] Payne, B. D., Carbone, M., and Lee, W. 2007. Secure and 
flexible monitoring of virtual machines. In Proceedings of 
the 23rd Annual Computer Security Applications Conference. 
Seoul, Korea, December 2007, 385-397. 

[15] Joshi, A., King, S. T., Dunlap, G. W., and Chen, P. M. 2005. 
Detecting past and present intrusions through vulnerability-
specific predicates. In Proceedings of the 20th ACM 
Symposium on Operating Systems Principles. Brighton, UK, 
October 2005, 1-15. 

[16] Laureano, M., Maziero, C., and Jamhour, E. 2004. Intrusion 
detection in virtual machine environments. In Proceedings of 
the 30th EUROMICRO Conference. Rennes, France, 
September 2004, 520-525. 

[17] Zhang, X., Li, Q., Qing, S., and Zhang, H. 2008. VNIDA: 
building an IDS architecture using VMM-based non-intrusive 
approach. In Proceedings of the 14th International Workshop 
on Knowledge Discovery and Data Mining. Adelaide, 
Australia, January 2008, 594-600. 

[18] Kourai, K. and Chiba, S. 2005. HyperSpector: virtual 
distributed monitoring environments for secure intrusion 
detection. In Proceedings of the 1st ACM/USENIX 
International Conference on Virtual Execution Environments. 
Chicago, USA, June 2005, 197-207. 

[19] Garfinkel, T. and Rosenblum, M. 2005. When virtual is 
harder than real: security challenges in virtual machine based 
computing environments. In Proceedings of the 10th 
Conference on Hot Topics in Operating Systems. Santa Fe, 
USA, June 2005, 20-25. 

[20] Barham, P., Dragovic, B., Fraser, K., Harris, S. H. T., Ho, A., 
Neugebauer, R., Pratt, I., and Warfield, A. 2003. Xen and the 
art of virtualization. In Proceedings of the 19th ACM 
Symposium on Operating Systems Principles. New York, 
USA, October 2003, 164-177. 

[21] Clark, B., Deshane, T., Dow, E., Evanchik, S., Finlayson, M., 
Herne, J. and Matthews J. N. 2004. Xen and the art of 
repeated research. In Proceedings of the USENIX Annual 
Technical Conference, Boston, USA, July 2004, 47-56. 

[22] Chisnall, D. 2007. The definite guide to the Xen hypervisor. 
Prentice-Hall, USA, November 2007. 

[23] Guerrero, J. H. and Cardenas, R. G. 2005. An example of 
communication between security tools: Iptables-Snort. ACM 
SIGOPS Operating Systems Review, 39(3):34-43, June 2005. 

[24] Vasiliadis, G., Antonatos, S., Polychronakis, M., Markatos, E. 
P., and Ioannidis, S. 2008. Gnort: high performance network 
intrusion detection using graphics processors. In Proceedings 
of the 11th International Symposium on Recent Advances in 
Intrusion Detection. Boston, USA, September 2008, 116-134. 

[25] Dharmapurikar, S. and Lockwood, J. 2005. Fast and scalable 
pattern matching for content filtering. In Proceedings of the 

398



1st ACM Symposium on Architecture for Networking and 
Communications Systems. Princeton, USA, October 2005, 
183-192. 

[26] Paxson, V., Sommer, R., and Weaver, N. 2007. An 
architecture for exploiting multi-core processors to 
parallelize network intrusion prevention. In Proceedings of 
the 30th IEEE Sarnoff Symposium. Princeton, USA, May 
2007, 1-7. 

[27] Baker, Z. K. and Prasanna, V. K. Time and area efficient 
pattern matching on FPGAs. 2004. In Proceedings of the 12th 
International Symposium on Field Programmable Gate 
Arrays. New York, USA, February 2004, 223-232. 

[28] Clark, C., Lee, W., Schimmel, D., Contis, D., Kone, M., and 
Thomas, A. 2004. A hardware platform for network intrusion 
detection and prevention. In Proceedings of the 3rd 
Workshop on Network Processors and Applications. Madrid, 
Spain, February 2004, 136-145. 

[29] Yu, F., Katz, R. H., and Lakshman, T. V. 2004. Gigabit rate 
packet pattern-matching using TCAM. In Proceedings of the 
12th IEEE International Conference on Network Protocols. 
Washington, USA, October 2004, 174-183. 

[30] Lippmann, R. P., Fried, D. J., Graf, I., Haines, J. W., Kendall, 
K. R., McClung, D., Weber, D., Webster, S. E., Wyschogrod, 
D., Cunningham, R. K., and Zissman, M. 1998. A. 
Evaluating intrusion detection systems: the 1998 DARPA 
off-line intrusion detection evaluation. In Proceedings of the 
DARPA Information Survivability Conference and 
Exposition. Los Alamitos, USA, January 2000, 12-16. 

[31] Perez, R., Sailer, R., and Doorn, L. V. 2008. Virtualization 
and hardware-based security. IEEE Security & Privacy, 
6(5):24-31, September 2008. 

[32] Snort home page. http://www.snort.org. 
[33] Xen home page. http://www.xen.org.

 

399




